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Summary:

This document present the machine learning architecture envisaged to integrate diverse social, 
economic, political, environmental information as well as stakeholder opinions for prediction of shared 
values that are relevant for  the acceptance of mining. To this aim, WP4 explored and studied existing 
machine learning techniques for integrating multi-modal data and present their outcome. Finally, an 
efficient transformer network is proposed to integrate these heterogeneous data and arrive at accurate 
predictions.
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Introduction: 
Sustainable exploration of primary minerals is central to achieving the green deal, which is a 
comprehensive policy framework introduced by the European Union (EU) to make Europe the 
world's first climate-neutral continent by 2050. Sustainable mining or responsible mining is a 
crucial component of the green deal and refers to the extraction of minerals and other geological 
materials while minimising the negative environmental and social impacts associated with 
mining operations. It involves incorporating practices that promote efficient resource use, 
reduces pollution and waste, protect ecosystems, and prioritise the well-being of local 
communities. Incorporating sustainable mineral exploration requires cost-effective, 
environmentally friendly, and socially acceptable techniques [1]. 

A probable mining project involves several stakeholders such as local people, indigenous 
communities, mining companies, employees of various organisations, officials of various 
government bodies, investors, businessmen, etc. As the project impacts these stakeholders, a 
proper understanding of their priorities, concerns, and aspirations is crucial to ensure a 
sustainable exploration. WP5 is working towards identifying the stakeholders in identifying 
stakeholder groups in a project. In order to make the project successful, the stakeholders need to 
have proper planning, indulge in communication, and create a level of trust through transparent 
operations.  

However, since the projects generally involve several stakeholders with distinct priorities, and 
point of view, understanding their goals and opinions is not a straightforward task. Therefore, 
researchers developed the concept of shared values to facilitate sustainable mining/ exploration. 
These shared values are essential attributes, values, and benefits in business models to create 
long-term value and adapt to a more human-centered approach that considers the interests of 
customers, suppliers, employees, shareholders, and local communities. The shared values are the 
core beliefs that guide the behaviours of a group, organisation, or community. The shared values 
depend on common principles or a common vision rather than individual preferences, it 
promotes partnership between different sectors that, in turn, results in significant societal benefits 
and returns for a company or project [2]. It involves aligning the interests and needs of all parties 
involved to generate positive outcomes and sustainable development by adopting a human-
centered approach of industries and governments changing their practices to reduce their social 
and environmental impact. 

A comprehensive approach is necessary to understand shared values in mining. This task entails 
engaging stakeholders, considering local contexts, and aligning interests and priorities. The key 
components of this process include stakeholder mapping, effective communication, 
socioeconomic and environmental assessments, identification of shared priorities, collaborative 
planning, continuous communication, and ongoing assessment. 
This deliverable primarily focuses on two critical aspects of the prediction of shared values: 
socioeconomic and environmental assessments, as well as the identification of shared priorities 
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among stakeholders. It is of utmost importance to carry out a comprehensive evaluation of the 
data and strategise the survey questionnaire to acquire a comprehensive comprehension of shared 
values. 
 

Fig. 1. Proposed workflow for prediction of shared values. The stakeholder opinion can also 
contain subjective questions to be analysed by text mining 

This study focussed on inferring and understanding the shared values of the stakeholder groups 
defined by WP3 and WP5. Specifically, we intend to propose a data-driven strategy to predict 
and comprehend shared values for sustainable mining and exploration. The use of a data-driven 
approach is a novel strategy that can supplement traditional analysis by experts and mitigate 
personal bias. Currently, various open data platforms, government archives, and other web 
resources provide a large amount of social, economic, political, and environmental data. Besides, 
the opinion of different stakeholders obtained from surveys, discussions, and social media 
interactions are also useful for the prediction task. These data are diverse in nature; data type, 
range, modality, and time frame vary significantly. For example, social, economic, and 
environmental factors are quantified by various indices represented as numerical values. On the 
contrary, some information regarding environmental factors is represented as spatial data or 
maps. The custom-made surveys, which reflect the stakeholder priorities, mostly include 
descriptive data and textual data. The project has a sub-objective to predict shared values and 
comprehend the underlying factors that influence shared values from the series of available data 
and information provided by WP3. This work intends to achieve this objective by utilising 
supervised machine learning, which attempts to learn from observed training examples and 
accurately predict unseen data. This project intends to combine these social, economic, political,  
environmental, textual information, and survey data and feed them to the classifiers. The 
opinions of experts from WP3 regarding the shared values will serve as labels in this process. 
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For example, Fig. 1. depicts the overall schematic for the prediction of the shared values using a 
machine-learning approach. Here, various social as well as economic aspects such as education, 
nationality, income, local infrastructure, various socio-economic factors, and beliefs are collected 
from either different surveys or other public data platforms. On the other hand, the candidate 
mining operation features such as the relative position of rivers, national parks, cities, 
agricultural lands, etc. These aspects matter a lot in deciding the suitability of the prospective 
project since the presence of a mine near a natural bio-reserve or forest with endangered species 
may be harmful to the ecosystem and the environment. Besides, generally, the land use pattern of 
the land near the site is also analysed for investigating the appropriateness of the project. This 
type of spatial information is also gathered through discussion with the stakeholders. Apart from 
this information, the details about the mining commodity, the amount of mineral deposited at the 
site, and the characteristics of the prospective project are considered for the analysis. As the 
figure suggests the machine learning models, which are fed with these above mentioned data, 
attempt to learn some specific patterns and come up with predictions about the shared values.  

The shared value analysis involves the assessment of the broader social, economic, and 
environmental aspects. This involves gathering data from multiple sources, and government 
bodies, and undertaking studies and surveys. Subsequently, this project aims to analyse this 
information to uncover various facets related to the potential values and attributes of the 
perception toward exploration  

However, machine learning methods cannot be directly used to analyse raw data in this scenario 
due to their diverse nature. Efficient data filtering, pre-processing, and fusion approaches are 
necessary to eliminate unnecessary data and extract useful information. Therefore, we intend to 
utilise fusion strategies to combine the aforementioned heterogeneous data that differ in terms of 
their structure, format, or characteristics. It involves merging information from multiple, often 
disparate, datasets to create a unified and comprehensive view of the data. A heterogeneous data 
fusion aims to overcome the challenges associated with integrating data that are inherently 
different in nature. By fusing heterogeneous data, we can gain valuable insights, discover 
correlations, and understand the underlying properties. Therefore, we primarily aim to explore 
different machine-learning techniques for combining heterogeneous data and identify the most 
suitable, and efficient model for combining the data from different modalities for predicting and 
understanding the shared values. The proposed schematic for integrating these relevant data 
includes is exhibited below in Fig. 2. Here, a transformer architecture aims to combine spatial 
information, numerical data related to social, economic, and environmental attributes, textual 
data reflecting the stakeholder sentiment, and stakeholder survey results. The process of 
organising this information into a common format may include encoding, data-driven 
transformation, and realising the important parts of the data.  The high-level information 
extracted in the process is suitable for the subsequent prediction task. The process for the fusion 
of these data involves the following steps mentioned below- 
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Fig.2. Proposed workflow for the integration of heterogeneous data which includes text, 

numerical data, images, etc. 

Data Pre-processing: Different modalities often have varying data formats, structures, and 
representations. Combining these diverse modalities requires addressing the heterogeneity of 
data, including differences in feature spaces, scales, and quality. Data pre-processing generally 
involves data cleaning, normalisation, standardisation, or feature extraction, depending on the 
specific requirements of the fusion process. 

Data alignment: Aligning and synchronising data from different modalities can be challenging 
because the information corresponding to different modalities may have different sampling rates, 
time delays, or spatial misalignments, which need to be accounted for to ensure accurate fusion. 

Feature extraction: Rich and meaningful information extraction from each modality enables 
accurate learning and prediction. However, these modalities have different semantic meanings, 
convey diverse information, and involve distinct feature spaces. Interpreting these underlying 
characteristics, and extracting powerful representative features thus become challenging, and 
determining the features important for fusion is thus a hard problem. 

Scalability: Multimodal data fusion often involves large volumes of data spanning different 
ranges. Processing and fusing data with such extensive variation pose a significant difficulty. 
Only, proper data-driven learning can resolve this problem.  

Uncertainty and ambiguity: Real-world data often involve repeating information, missing data, 
complementary information, and conflicting information. Handling uncertainty and ambiguity in 
the fusion process is vital to avoid misleading or erroneous results. 
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These challenges can be resolved by utilising domain expertise, or efficiently learning from the 
data. Researchers have recently come up with several machine learning-based multimodal, 
heterogeneous data fusion methods to resolve these challenges. 
  
Heterogeneous Data Fusion Methods 
We explored the state-of-the-art methods for multimodal data fusion. As per the current 
literature, these approaches can be broadly categorised into the following heads [5], namely-  

● Early fusion method 
● Late fusion method 
● Feature-level Fusion: 
● Decision-level Fusion: 
● Hybrid Fusion 
● Heterogeneous Graph Networks 
● Transformer Networks 

We presented a brief overview of these approaches- 
1.1. Early Fusion:  
In this approach, the data from different modalities are combined at the input level before being 
processed by a learning algorithm [6]. For example, in image and text fusion, the raw image 
pixels and text features could be concatenated or combined using simple operations like 
averaging. The fused data is then fed into a single model for further analysis or classification. 
The early fusion method for heterogeneous data involves several steps listed below- 

Data Preprocessing: Data preprocessing ensures data compatibility and consistency. The data 
preprocessing involves standardising the data formats, scaling the data to a common range, or 
transforming the data into a suitable representation for fusion. For example, text data may be 
encoded into numerical feature vectors using techniques like bag-of-words or word embeddings, 
while image data may be transformed into numerical pixel values or extracted visual features. 

Data Combination: The pre-processed data are combined into a single representation for 
facilitating the subsequent prediction. This can be done by concatenating the data or using other 
mathematical operations that are appropriate for the data types involved. For example, in a fusion 
task involving text and image data, the preprocessed text features and image features may be 
concatenated to create a joint feature vector that represents both modalities. 

Data-driven Learning: The combined heterogeneous data, is fed to a learning algorithm for 
further analysis, classification, or decision-making. The choice of the classification method 
depends on its capability of handling the fused data. Popularly, neural networks specifically deep 
networks, and decision trees were used. 

Model Training and Evaluation: The learning algorithm subsequently learns from labeled 
training data obtained from previous stages and predicts the results for unseen data. The training 
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process involves optimising the model parameters to minimise a loss function or maximise 
performance metrics.  

The early fusion method allows for the direct integration of different modalities at the input level 
and enables the model to capture and leverage the complementary information from each 
modality. Early fusion can help overcome challenges related to heterogeneity, such as differences 
in data types, feature dimensions, or scales. By combining the data early on, the learning 
algorithm can potentially learn more robust and comprehensive representations, leading to 
improved performance in tasks such as classification, object recognition, or information retrieval. 
However, early fusion methods are not efficient in dealing with highly heterogeneous data as the 
fusion process assumes that the modalities are equally important and contribute equally to the 
overall task.  

However, this assumption is not guaranteed in all real-world applications due to several reasons 
because some modalities convey pertinent information compared to some uninformative 
modalities. Additionally, early fusion is sensitive to differences in data characteristics and may 
require careful preprocessing and feature engineering to ensure compatibility and meaningful 
fusion. The early fusion method provides a straightforward and effective approach to handling 
heterogeneous data in multi-modal data fusion tasks. Combining data from different modalities at 
the input level facilitates the integration of diverse information and can lead to improved 
performance in various applications. 

 
1.2. Late Fusion:  
This strategy analyses each modality independently before combining the results at a later stage, 
typically at the decision-making level [7]. For example, separate models are employed to extract 
features from the numerical data related to economic factors, and spatial data related to the 
environment.  The extracted features are combined using techniques such as voting, weighted 

VECTOR - Deliverable D4.1 - ML Architectures for Text Mining-EO



    9
Vector Deliverable D4.1

averaging, or decision-level fusion to make a final prediction or decision. Late fusion is flexible 
and allows for modality-specific processing, but may not capture the interactions between 
modalities as effectively as other methods. 

The late fusion methods generally involve the following steps-  
Independent Processing: Here, each modality is processed independently using modality-
specific algorithms or models, which may be different. This step involves modality-specific 
preprocessing, feature extraction, and modeling. 

Modality-Specific Outputs: After processing each modality independently, the algorithms or 
models generate modality-specific outputs. For example, the image processing pipeline produces 
image features, while the text processing pipeline generates text embedding. These outputs 
represent the extracted information or representations for each modality. 

Fusion at Decision Level: The outputs from the independent processing pipelines are combined 
at the decision-making level to make a final prediction or decision. This fusion can be achieved  
using various techniques, such as majority voting, weighted voting, or rule-based decision 
fusion. For example, in a classification task, the individual modality-specific predictions or 
probabilities can be combined by taking the majority vote or using weighted averages. The fused 
outputs from the decision-level fusion step are used to make the final prediction or decision.  

The late fusion method allows for modality-specific processing and can accommodate the 
distinct characteristics and complexities of each modality. By processing the modalities 
independently, specific algorithms or models tailored to each modality can be employed, 
enabling the extraction of fine-grained and modality-specific information. Additionally, late 
fusion can be flexible in handling varying data types, scales, or feature dimensions associated 
with different modalities. 

However, the late fusion method is not efficient in handling datasets with complex interactions or 
correlations between modalities that occur at lower levels of processing. Since the fusion 
happens at the decision-making level, the interactions between modalities may not be fully 
exploited. Late fusion can also be more computationally expensive compared to early fusion 
approaches since each modality requires separate processing pipelines. The late fusion method, 
which handles heterogeneous data from each modality independently, allows for flexibility and 
modality-specific processing but may only partially capture the interactions between modalities 
occurring at lower levels of processing. 

1.3. Feature-level Fusion:  
In this approach, the features extracted from each modality are combined to create a new joint 
feature representation using concatenation, element-wise operations (e.g., addition, 
multiplication), or other transformations like canonical correlation analysis (CCA) or principal 
component analysis (PCA). The fused features are then used as input for subsequent analysis or 
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classification models. Feature-level fusion leverages the complementary information in each 
modality and can capture complex interactions, but it requires careful feature engineering and 
may be sensitive to differences in feature scales or dimensions. 

The feature-level fusion methods generally include the following stages- 
Data Preprocessing: The pre-processing basically standardises the data formats, scales it to a 
common range, or transforms the data into suitable representations for fusion. 

Feature Extraction: Subsequently, modality-specific features are extracted from the data to 
obtain a suitable representation for fusion. For example, in image data, features can be extracted 
using methods like convolutional neural networks (CNNs), while text data can be represented 
using techniques like bag-of-words or word embeddings. This step extracts informative and 
discriminative features that capture the unique characteristics of each modality. 

Feature Combination: The extracted features from different modalities are combined to create a 
joint feature representation that captures the complementary information from multiple 
modalities, creating a unified representation that contains the combined knowledge. 

Learning Algorithm: The fused features serve as input to the classifier or the learning model. 
The choice of classifier depends on the complexity of the problem, and the computational 
resources available among other factors. 

The feature-level fusion enables the combination of complementary information from different 
modalities, allowing the resulting joint features to capture a more comprehensive representation 
of the data. This method can effectively leverage the strengths of each modality and improve the 
overall performance of subsequent analysis or modeling tasks. Feature-level fusion is also 
flexible and adaptable to various data types, scales, and feature dimensions associated with 
different modalities. 

However, it is essential to consider the challenges associated with feature-level fusion. 
Differences in the scales or dimensions of features from different modalities may require careful 
normalisation or scaling before fusion. Additionally, feature-level fusion can be sensitive to noise 
or irrelevant features, and proper feature selection or dimensionality reduction techniques may be 
needed to mitigate these issues. The feature-level fusion combines the extracted features from 
different modalities to create a joint feature representation for the subsequent prediction. Feature-
level fusion is a powerful technique for handling heterogeneous data in multi-modal data fusion 
tasks, providing a unified representation that enhances performance in various applications. 

1.4. Decision-Level Fusion 
In the decision-level fusion method, the data from different modalities are processed 
independently, and the fusion of modalities occurs at the decision-making level. The outputs or 
decisions made by individual models or algorithms trained on each modality are combined using 
various fusion techniques to make a final prediction or decision. 
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Independent Processing: In the decision-level fusion method, each modality is processed 
independently using modality-specific algorithms or models. For example, if the data consists of 
images and text, separate image processing techniques (e.g., convolutional neural networks) and 
text processing techniques (e.g., natural language processing) are applied to extract relevant 
features or representations from each modality. This step involves modality-specific 
preprocessing, feature extraction, and modeling. 

Modality-Specific Outputs: After processing each modality independently, the algorithms or 
models generate modality-specific outputs or decisions. For example, in a classification task, the 
output of the image processing pipeline could be a predicted class label or a probability 
distribution over classes, while the text processing pipeline may produce similar outputs. These 
outputs represent the decisions or predictions made by each modality independently. 

Fusion at Decision Level: The outputs from the independent processing pipelines are combined 
at the decision-making level to make a final prediction or decision. This fusion can be achieved 
using various fusion techniques, such as majority voting, weighted voting, or rule-based decision 
fusion. For example, in majority voting, the final decision is determined by taking the most 
frequent decision among the individual modalities. Weighted voting assigns different weights to 
the decisions of each modality based on their reliability or importance. 

Final Decision or Prediction: The fused decision or prediction from the decision-level fusion 
step is used as the final output. This could involve assigning a label to an input sample, ranking 
items based on relevance, or generating a composite output that represents the combined 
information from different modalities. 

The decision-level fusion method is advantageous when dealing with heterogeneous data 
because it allows for modality-specific processing and can accommodate the distinct 
characteristics and complexities of each modality. Each modality can be processed using 
specialized algorithms or models, enabling the extraction of fine-grained and modality-specific 
information. Decision-level fusion also offers flexibility in handling varying data types, scales, or 
feature dimensions associated with different modalities. 

One of the key benefits of decision-level fusion is its ability to handle diverse data types and 
modeling approaches. Different modalities can be processed using different algorithms or 
models, as long as they produce compatible decision outputs. This flexibility allows for the 
integration of heterogeneous data without requiring extensive preprocessing or feature 
engineering steps. However, the decision-level fusion method may face challenges in capturing 
complex interactions or correlations between modalities that occur at lower levels of processing. 
Since the fusion occurs at the decision-making level, the interactions between modalities may not 
be fully exploited. Decision-level fusion also relies on the assumption that the decisions or 
predictions made by different modalities are equally reliable and contribute equally to the final 
decision, which may not always hold true. 
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1.5. Hybrid Fusion Methods 
Hybrid fusion methods combine multiple fusion techniques to handle heterogeneous data in 
multi-modal data fusion [8]. These methods leverage the strengths of different fusion 
approaches, such as early fusion, late fusion, feature-level fusion, or decision-level fusion, to 
address the challenges associated with heterogeneous data and improve overall fusion 
performance. Popular approaches for hybrid fusion include- 

Early-Late Fusion: This hybrid approach combines early fusion and late fusion techniques to 
obtain a joint/ latent representation useful for processing. Subsequently, the fused representation 
is further processed independently for each modality using the late fusion approach. Finally, a 
supervised classification approach is used to attain a final decision or prediction. This method 
allows for capturing both the combined information from the modalities and the modality-
specific characteristics. 

Feature-Decision Fusion: This hybrid approach incorporates the advantages of feature-level 
fusion and decision-level fusion. The features extracted from different modalities are fused to 
create a joint feature representation according to the feature-level fusion strategy. Then, the fused 
features are used as input to modality-specific models or algorithms to make individual decisions 
utilising the decision-level fusion approach. The decisions made by each modality are combined 
at the decision-making level to generate a final prediction or decision. This method leverages the 
benefits of both feature-level fusion and decision-level fusion. 

Multi-Stage Fusion: This type of hybrid fusion method applies multiple fusion techniques in a 
sequential or hierarchical manner. For example, early fusion could be performed initially to 
combine the data at the input level. Then, feature-level fusion may be applied to combine the 
extracted features from different modalities. Finally, decision-level fusion is performed to 
combine the decisions or predictions made by each modality. This multi-stage fusion approach 
allows for capturing different levels of information integration and can be tailored to specific 
characteristics of the heterogeneous data. 

Weighted Fusion: In this hybrid approach, different fusion techniques are combined using 
weights or important factors. Each fusion technique, such as early fusion, feature-level fusion, or 
decision-level fusion, is assigned a weight that reflects its relative contribution or reliability. The 
outputs or decisions produced by each fusion technique are weighted and combined to generate a 
final fused output. This method allows for adaptively combining different fusion techniques 
based on their performance or relevance to the specific fusion task. 

Hybrid fusion methods provide increased flexibility and robustness in handling heterogeneous 
data. By combining multiple fusion techniques, these methods can exploit the complementary 
strengths of each approach and address the limitations of individual fusion techniques. Hybrid 
fusion approaches can lead to improved performance in multi-modal data fusion tasks, such as 
classification, object recognition, or information retrieval. 
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However, it is important to carefully design and optimise the hybrid fusion methods to ensure 
effective integration of the techniques and minimise potential conflicts or redundancies between 
them. The choice of fusion techniques and the determination of weights or importance factors 
should be guided by the characteristics of the data, the specific fusion task, and the available 
domain knowledge. The hybrid fusion methods combine multiple fusion techniques, such as 
early fusion, late fusion, feature-level fusion, or decision-level fusion, to handle heterogeneous 
data. These methods leverage the strengths of different approaches and allow for capturing 
complementary information from multiple modalities. Hybrid fusion approaches provide 
increased flexibility and can improve the performance of multi-modal data fusion tasks. 

1.6. Heterogeneous Graph Network 
Graph data is an efficient way of handling non-structured, as well as structured data. The graph 
networks (GNN) for heterogeneous data fusion contain nodes of diverse types and edges 
connecting these. These provide a powerful framework for integrating and processing data with 
complex relationships and dependencies [9]. These graph networks initially form a compact, and 
efficient representation where entities or data points are represented as nodes, and the 
relationships or interactions between them are represented as edges. In the case of heterogeneous 
data, each modality or data type can be associated with a specific type of node, and the 
relationships between nodes capture the connections or interactions between different modalities. 
Each node and edge in the graph represent information related to the corresponding features and 
capture the characteristics of the corresponding modality or relationship. The nodes in the 
network update their representation according to the other nodes using a message-passing 
strategy.  At each iteration, the nodes are updated by aggregating and processing information 
from neighbouring nodes and edges. This message-passing process allows the GNN to capture 
and propagate information through the graph structure. Subsequently, the network employs 
specialised aggregation mechanisms to handle the different types of nodes and edges in the 
graph. This enables the fusion of information from different modalities or data types. For 
example, different aggregation functions or mechanisms can be designed to aggregate features 
from nodes of different types or to handle interactions between nodes of different types. 
Subsequently, heterogeneous graph networks (HGN) learn effective node-level representations 
that capture the fused information from different modalities [10]. These representations can be 
used for various downstream tasks such as node classification, link prediction, or 
recommendation. Additionally, GNNs can also produce graph-level representations that 
summarise the collective information from the entire graph, enabling global reasoning or 
analysis. In the training phase, the HGNs are fed with labeled data. The network attempts to 
optimise the parameters for a specific task, such as node classification or link prediction. The 
optimisation formulation essentially leads to the minimisation of the cost function using back-
propagation and gradient-based optimisation techniques, which update the parameters of the 
HGN [11]. Here, the loss function measures the discrepancy between the predicted outputs and 
the ground truth labels or targets.  
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These HGNs offer several advantages for heterogeneous data fusion. These networks can 
effectively capture and model complex relationships and dependencies between different 
modalities or data types. The HGNs allow for the fusion of information from different modalities 
at a fine-grained level, capturing both the local interactions and the global patterns present in the 
data. They also provide flexibility in handling varying data types, scales, or feature dimensions 
associated with different modalities. 

However, designing and training of HGNs involves several challenges such as efficiently 
handling heterogeneity in node and edge types requires careful consideration of the aggregation 
mechanisms and message-passing schemes. It is essential to appropriately model the 
relationships between different modalities and ensure the effective fusion of information across 
them. Additionally, dealing with large-scale graphs or heterogeneous data with varying levels of 
sparsity can also pose computational and scalability challenges. The heterogeneous graph 
networks provide a powerful framework for handling and fusing heterogeneous data in the form 
of graph structures. They allow for the integration of different modalities or data types and 
capture complex relationships and dependencies between them. GNNs enable the fusion of 
information at a fine-grained level, leading to improved performance in various tasks related to 
heterogeneous data fusion.  

These afore-mentioned fusion models, prior to the introduction of transformers, faced several 
limitations.Most models relied on sequential processing, which leads to predicaments in 
capturing complex relationships and dependencies between modalities. Besides, these models 
often used fixed-size representations for each modality, limiting their ability to handle varying 
lengths of input sequences, causing difficulties in effectively capturing and integrating 
information from different modalities. Moreover, these fusion models struggled to effectively 
capture important information from different modalities, leading to suboptimal performance. 
Also, most of these models were not easily scalable to handle large-scale datasets or complex 
tasks. Transformers addressed these limitations through their architecture, which includes self-
attention mechanisms, parallel processing, and positional encoding. These components enable 
transformers to efficiently capture long-range dependencies, dynamically attend to relevant 
information, handle variable-length sequences, and scale well to large-scale datasets and tasks. 
As a result, transformers have revolutionised multimodal fusion and achieved state-of-the-art 
performance in various multimodal tasks. 

1.7. Transformer Networks for Fusion 
The recently introduced transformers have made a significant impact on various tasks such as 
NLP, visual recognition, classification, regression, etc. Unlike traditional convolutional 
approaches that process images pixel by pixel, ViT considers an image as a sequence of patch 
tokens, which are smaller parts of the image composed of multiple pixels. These models utilise 
self-attention operations across all pairs of patch tokens [15]. However, employing transformers 
for multimodal fusion poses challenges due to their high computational complexity, which scales 
quadratically with the length of the input sequence. 
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The transformer networks designed for multimodal data, obtain tokens from individual modes of 
data and pass them to the main network for learning [16]. Therefore it is very efficient as there 
are minimal modifications to the transformer architecture. This is known as a vanilla multimodal 
transformer model, which enables free attention flow (referred to as vanilla cross-attention) 
between different spatial and temporal regions in images, as well as across frequency and time in 
audio inputs represented by spectrograms. However, using vanilla cross-attention at all 
transformer layers is unnecessary since data inputs contain dense, fine-grained information, 
which can lead to increased complexity and redundancy for the task at hand. 

Multi-modal Bottleneck Transformer  

We explored several transformer networks for fusing heterogeneous information and decided to 
utilise the multi-modal bottleneck transformer (MBT) for our task. This model leads attains very 
high-performance efficacy, leads to reduced computational cost, and facilitates efficient 
information flow between the modalities. Besides, this model allows free attention flow within 
each modality, enabling them to capture intra-modality dependencies effectively. 

Fig. 4. Schematic Diagram of Multi-modal bottleneck Transformer [17] 

The MBT initially extracts the tokens from these various types of data to attain a rich 
representation. For example, the visual information can be represented as a sequence of patch 
tokens extracted from an image, while the text is considered a sequence of tokens. Each token 
from the multimodal data is embedded into a continuous vector representation through an 
embedding layer. This step transforms the discrete tokens into continuous representations that 
capture their semantic meaning. The MBT comprises multiple transformer encoder layers, which 
execute operations like self-attention and feed-forward neural networks on the input tokens. In 
the subsequent stage, the network uses a self-attention mechanism to attend to the tokens. This 
process captures the dependencies between different positions in all other tokens in the same 
modality [17]. This process allows the model to learn contextual relationships within a particular 
modality. The network utilises Cross-Modal Attention Bottleneck structures. The Cross-Modal 

VECTOR - Deliverable D4.1 - ML Architectures for Text Mining-EO



    16
Vector Deliverable D4.1

Attention Bottleneck structure restricts the flow of cross-modal information in order to 
efficiently characterise the information. A small set of latent units is introduced within each 
transformer layer to serve as bottlenecks. These bottlenecks force the model to consolidate and 
condense information from each modality before sharing it with the other modality. The 
bottlenecks facilitate controlled and selective cross-modal interactions, reducing redundancy and 
improving efficiency. The network also consists of a fusion layer, which determines the extent of 
cross-modal interactions in the model. By specifying the fusion layer, which can be an early, 
mid, or late fusion layer, the model decides at which point in the transformer layers to introduce 
cross-modal connections. Early fusion allows cross-modal flow in all layers, late fusion excludes 
cross-modal connections entirely, and mid-fusion strikes a balance between the two. By 
restricting cross-modal flow to later layers, the MBT allows early layers to specialise in learning 
and extracting unimodal patterns. This specialisation enhances the representation of modality-
specific features, improving the overall performance of the model. After the transformer encoder 
layers, the final representation of each token undergoes further processing through a 
classification layer or additional layers tailored to the specific downstream task. The output 
generation step varies depending on the particular application of the MBT, such as audio-visual 
classification or multimodal language understanding. 

Conclusion:  

The VECTOR project attempts to understand the set of common beliefs, and factors regarding 
sustainable mining, and exploration keeping the environmental effects and stakeholder priorities 
in mind. However, collecting this diverse information from several sources and integrating and 
analysing the heterogeneous information is a non-trivial task.  

The information about social, economic, and environmental aspects and opinions of the different 
stakeholders convey information in a distinct modality. In order to combine this information, we 
incorporated machine learning-powered heterogeneous data fusion strategies. To this aim, we 
explored several state-of-the-art machine learning techniques for integrating text, numerical data, 
images, etc. To be more specific, we analysed the early fusion method, late fusion method, 
feature-level Fusion, decision-level Fusion, hybrid Fusion, Heterogeneous Graph Networks, and 
transformer networks. We attempted to understand which of these methods are suitable and 
efficient for our task. As per our comprehensive study, the efficacy of the model depends on the 
data representation, data pre-processing, which includes handling missing or noisy data and 
addressing inconsistencies, and the technique. In our opinion, the transformer model is 
comparatively more efficient in handling multi-modal data due to its ability to incorporate long-
range dependency and efficient exchange of information between different modes. We aim to 
continue further analysis and evaluation to finalise the architecture, model, and other parameter 
settings. 
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